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Introduction

• R is a software project which has been in development
for the past 12 years.

• R can be most simply thought of as a “free”
implementation of the Bell Labs S language.

• This talk will examine the story of how R came into
being and flourished; as well as the structures which
have grown up around the project.



1991 – A Chance Meeting

• Ross Ihaka joins the University of Auckland Statistics
Department after an extended period in the USA.

• Robert Gentleman visits Auckland on Sabbatical from
the University of Waterloo.

• Near the end of Robert’s stay the following
conversation takes place.

Gentleman: “Let’s write some software.”
Ihaka: “Sure, that sounds like fun.”

• Three weeks later we had written the first version of the
interpreter which would ultimately become R.



A Look At The Initial Interpreter

> (set x (seq 10))
(1 2 3 4 5 6 7 8 9 10)

> (sum x)
55

> (set factorial (lambda (x)
(if (< x 1) 1 (* x (factorial (- x 1))))))

<closure>

> (factorial 5)
120



The Initial Interpreter

• The initial interpreter was a simplified version of the
Scheme programming language.

• The implementation owed a lot to:

– Sam Kamin’s book:
Programming Languages:
An Interpreter-Based Approach

– David Betz’sXLisp andXScheme interpreters

– Abelson, Sussman and Sussman’s book:
The Structure and Interpretation of
Computer Programs



Why Scheme?

We chose scheme because:

• It is a small, cleanly defined language.

• It (and more generally Lisp) has shown that it is a very
flexible base for building software projects.

• Information about how to build an interpreter for
Scheme was (and still is) readily available.

• We both had some experience working in Lisp and
Scheme environments.



Why Our Own Scheme?

Rather than using an existing interpreter we chose to write our
own because:

• We would “own” the interpreter completely.

• This would give us the freedom to make changes at
whatever level we liked.



1992 – Initial Experiments

• Initially, our goal in writing R was simply to “play” and
to learn about the process of writing software.

• There were several areas we were interested in.

– Variable scoping

– Evaluation models (including lazy evaluation)

– Memory management

• The success of the initial interpreter convinced us that it
was worthwhile pursuing the research.



1993/94 – New Goals

• To give ourselves a firm target, we decided to produce a
piece of software which could be used in teaching the
introductory data analysis at Auckland.

• We were happy with the command-line interface but
knew that we would be unable to “sell” Lisp syntax to
undergraduate statistics students.

• We were both familiar with the syntax of the Bell-Labs
S language (and that of awk, pic, . . . ) and settled on
that.



S & Scheme Similarities

Despite their obvious differences, there are strong similarities
between S and Scheme.

(define factorial
(lambda (n)

(if (< n 1) 1 (* n (factorial (- n 1))))))

factorial =
function(x)
if (n < 1) 1 else n * factorial(n - 1)

We used the yacc parser generator to create code which would
transform S syntax in to Scheme.

“Turning S expressions into s-expressions.”



The Effect of Adding an S-Like Syntax

• The addition of an S-like syntax to our interpreter made
our interpreter feel very much like S.

• We gave in to the temptation to make the interpreter
more and more like S.

– Lazy evaluation of arguments

– Vector structures

– S-like functionality and function names

• It was at about this point that we coined the name “R”
for the interpreter.



Work Style

• Generally we sat side by side in front of a single
computer.

• This was (partly) because we hadn’t discovered that
version control systems make it possible for developers
to work simultaneously on a code base.

• However, it also gave us a very high bandwidth channel
for exchanging ideas.

• The common experience we developed during this
period gave us an almost telepathic ability to
communicate later when we began working more
independently.



An R development meeting at the “Black Crow” cafe.



Licensing

• Late in 1993 we made a small announcement on the S
news mailing list and made some binaries available.

• Response to the binary versions was very favourable
and we were urged to continue work on the project.

• A large number of those who contacted us urged us to
make the software available under the GNU GPL.

• After some consideration (an investigating the
alternatives) we decided that this was probably the best
course to take.



1995 - Wider Distribution

• During 1994–1995 we began to get quite detailed
feedback from a small number of users.

• We provided source code to the most enthusiastic of
these users.

• At that point we began to get feedback in the form of
patches for the source.

• Towards the end of 1995 we decided we were ready for
our first numbered release (version 0.1).



1996 - Community Building

• February 1996 saw the start of a regular cycle of
(numbered) releases.

• Maintaining the mailing list was taking time we could
not afford and in March of 1996 Martin Mächler of
ETH Zurich offered to host a mailing list for R.

• At this point, Martin became an offical “third author” of
the project.

• With individuals now able to add themselves to the
r-testers mailing list we began to see an increase in
the number of contributions e-mailed to us.



1997 - The Watershed Year

• The mailing list turned out to be very successful and our
user base increased enormously (to nearly 100!).

• The list was so successful that was split into the present
r-help andr-devel lists.

• Kurt Hornik and Fritz Leisch established the CRAN
archive at TU Vienna as a repository for user
contributions.

• We became so deluged with patches and requests for
enhancements that we decided to open up the
development process by giving a selected “core” of
developers direct access to the CVS archive.



The “R Core”

The original R core consisted of those individuals who had
provided the “biggest and best” contributions to R.

Peter Dalgaard
Robert Gentleman
Kurt Hornik
Ross Ihaka
Thomas Lumley
Martin Mächler
Paul Murrell
Heiner Schwarte
Luke Tierney



R Becomes A GNU Project

From: Richard Stallman <rms@gnu.ai.mit.edu>

To: ihaka@stat.auckland.ac.nz

cc: rms@gnu.ai.mit.edu

Subject: Re: Seen on your wishlist

Date: Tue, 16 Sep 1997 21:56:06 -0400

So [explicitly], yes we would like R to be

considered as a GNU program.

I hereby dub R GNU software!



1998 - Widening The Circle

• During July of 1998, Robert Gentleman, Paul Murrell
and myself attended an ASA sponsored conference on
computing and the internet.

• This provided an opportunity for our first real contact
with the Bell Labs S developers.

• As a result of this contact, Duncan Temple Lang joined
the R Core.

• Later in the year Brian Ripley joined the R Core.



1999 - The Development Team Meets

• The Austrian Science Foundation sponsors DSC ’99,
giving the R developers their first chance to meet in
person (about 20 attendees).

• A basic road-map is put in place for the release of R
version 1.0.

• The release date is set for February 29, 2000.

• The R CVS archive moves from Auckland to Wisconsin
(to improve access for most developers).



Brian Ripley, Martin Mächler, Robert Gentleman, Kurt Hornik



Thomas Lumley, Fritz Leisch, Luke Tierney



Peter Dalgaard, Ross Ihaka, Paul Murrell (Doug Bates behind camera)



2000 - Official Software Release

Version 1.0 of R was released on February 29, 2000.



2001–2003 - More Recent Developments

• In 2002, John Chambers became a member of the R
development core. John has provided R with a new
implementation of the S4 object system.

• Luke Tierney is also driving major developments in the
R language such as memory management, namespace
management and compilation.

• Brian Ripley has provided an immense amount of
statistical functionality and other improvements.

• Paul Murrell has designed a new graphics system for R
which should make it possible to implement a wider
variety of graphical displays.



The Package System

• Kurt Hornik and Fritz Leisch implemented the
“package” facility which encourages the creation and
delivery of additional functionality for R.

• They also provided the CRAN website to hold both the
core R distribution and and user contibutions.

• There are currently 286 user contributed packages on
CRAN.

• A number of other sites (Bioconductor, OmegaHat, Jim
Lindsay, . . . ) provide additional packages.



Where We Stand

• R is now a mature software system which provides a
great deal of modern statistical methodology.

• It is being used to implement and deliver new statistical
methodology.

• It is also being used as a base for other large software
development projects – e.g. Bioconductor.

• It shows promise as a framework for developing
software for cartography and GIS.



Organisation

• There has aways been a minimal amount of formal
organisation behind R.

• Two “formal” structures have grown up to support the
development of R.

– The “R-core” developers group.

– The R Foundation.



The R Core Group

• The R core consists of a set of developers who have
commit rights to the R source archive.

• Over the years the group has grown from its initial
membership of nine to its present sixteen.

• The group incorporates bug fixes and new features. It
also creates periodic releases.

• Communication takes place within the group using an
internal mailing list and occasional face-to-face
meetings.

• The group is “headless” and works by consensus.



The R Foundation

• Over the years the R developers have been offered
financial support from a number of sources.

• This support had to be declined because there was no
structure in place to accept the support. The Foundation
was formed as a solution to this problem.

• The Foundation consists of a number of “ordinary
members” (people who have made significant
contributions to R) and “supporting members” (who
make a yearly financial contribution).

• The Foundation raises money by accepting donations
and by offering workshops.



The Future

• The R project and its software is in a relatively stable
state.

• Developments are continuing, but it is unlikely that
there will be large changes in the way the software is
developed or supported.

• It is interesting to consider the possible lifespan of the
software and what we might expect to replace it.



Why Did The Process Work?

• R has succeeded and prospered where a number of
other projects have not.

• Understanding why the project succeeded is important
if the process is to be repeated.

• Possible reasons:

– The time was right.

– The target was right.

– The license was right.

– The originators were right.



Conclusions

• R is a software project which has succeeded beyond the
wildest dreams of its orginators.

• Each time we set goals for the project, we were
astounded at how quickly the project surpassed those
goals and we had to set new ones.

• The project owes a great deal to the willingness of a
large number of contributors to donate time, energy and
other resources.

• The project has been (and remains) an outstanding
collaborative effort.
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